
Generating Dual-Energy Subtraction
Soft-Tissue Images from Chest

Radiographs via Bone Edge-Guided GAN

Yunbi Liu1,2, Mingxia Liu2(B), Yuhua Xi1, Genggeng Qin3, Dinggang Shen2,
and Wei Yang1(B)

1 School of Biomedical Engineering, Southern Medical University,
Guangzhou 510515, China

weiyanggm@gmail.com
2 Department of Radiology and BRIC, University of North Carolina at Chapel Hill,

Chapel Hill, NC 27599, USA
mxliu@med.unc.edu

3 Nanfang Hospital, Southern Medical University, Guangzhou, China

Abstract. Generating dual-energy subtraction (DES) soft-tissue images
from chest radiographs (also called bone suppression) is an important
task, as it improves the detection rates for lung nodules. Previous stud-
ies focus on generating DES-like soft-tissue images from CXRs through
machine/deep learning techniques. However, they usually require tedious
image processing steps for bone segmentation/delineation or ignore
anatomical structure information (e.g., edges of ribs and clavicles) in
CXRs. In this work, we propose a bone Edge-guided Generative Adver-
sarial Network (EGAN) to generate DES-like soft-tissue images from
conventional CXRs, which does not require human intervention and can
explicitly use anatomical structure information of bones in CXRs. Specif-
ically, the edges of ribs and clavicles in an input CXR were first detected
by a trained fully convolutional network. Then, the edge probability map,
as well as the original CXR image, are fed into a GAN model to gen-
erate the DES-like soft-tissue image, where the detected edge informa-
tion is used as the prior knowledge to directly and specifically guide the
image generation process. Experimental results on 504 subjects (each
equipped with a CXR, a DES bone image, and a DES soft-tissue image)
demonstrate that EGAN can produce DES-like soft-tissue images with
high-quality and high-resolution, compared with classic deep learning
methods. We further apply the trained EGAN to CXRs acquired by dif-
ferent types of X-ray machines in the public JSRT and NIH ChestXray 14
datasets, and our method can also produce visually appealing DES-like
soft-tissue images.

1 Introduction

A dual-energy subtraction (DES) system can produce soft-tissue-enhanced
images, where bones are almost removed by using two X-ray exposures at two
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Fig. 1. Illustration of a conventional/standard chest X-ray (i.e., I), and its correspond-
ing real DES soft-tissue image (i.e., S) and real DES bone image (i.e., B). The yellow
dotted ellipse indicates the area with motion artifacts. (Color figure online)

different energy levels. As shown in Fig. 1, compared with conventional chest X-
ray scans (CXRs), DES soft-tissue images provide improved visualization of lung
areas because ribs and clavicles are almost invisible in DES images. However, it is
challenging to obtain DES images clinically, as specialized equipment is required
to obtain dual-energy X-ray exposures. One has to face other challenges, e.g.,
patients’ concerns about radiation exposure and relatively high cost.

Many efforts have been made to generate DES soft-tissue images from con-
ventional CXRs based on various image processing techniques, i.e., building the
mapping/translation between these two modalities [1–4]. Due to desired soft-
tissue images are expected to be bone-free, generating soft-tissue images from
CXRs is also called bone suppression. Existing studies can be divided into unsu-
pervised and supervised methods. Unsupervised methods usually first locate the
lung areas or rib-and-clavicle edges so that they are targeted to focus on sup-
pressing bone components [5–7]. These methods depend on the intermediate seg-
mentation or delineation results and sometimes need human intervention. For-
tunately, they have shown that prior knowledge containing location information
of bones can effectively help suppress bones in CXRs. Supervised methods usu-
ally first extract features from CXRs and then learn a regressor (e.g., k-nearest
neighbor, KNN) to estimate soft-tissue or bone images [4,8–11]. However, these
methods simply rely on local image features and are usually time-consuming due
to the high dimension (e.g., 2, 000 × 2, 000) of input images [8].

Deep learning has been recently used for bone suppression of CXRs [4,11–13]
by learning image features in a data-driven manner. However, existing methods
can not well handle the following challenges in translating conventional CXRs to
DES soft-tissue images. First, the dimension of a standard CXR scan stored in a
DICOM format is usually high (i.e., approximately 2, 000×2, 000). Therefore, it
is not easy to train end-to-end deep learning models to synthesize high-resolution
soft-tissue images without any prior knowledge. Second, previous studies usually
synthesize substitutes of DES soft-tissue images, ignoring the appearance differ-
ences between substitutes and real soft-tissue images. Researchers in [4,9] regard
the DES bone image (denoted by B) that contains more simple components than
the DES soft-tissue image (denoted by S) as the to-be-generated target image,
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Fig. 2. Illustration of our proposed EGAN, including 1) a bone edge detector to locate
edges of ribs and clavicles in CXRs, and 2) a GAN model (with a generator and a
discriminator) to generate DES-like soft-tissue images with the bone edge information
as guidance. The input includes a CXR I and a real DES soft-tissue image S, while
the output contains the synthetic residual image R∗ and soft-tissue image S∗. Let R
denote the ground truth (i.e., real residual image), and those images satisfy S = I − R.

and subtract the predicted bone image from the standard CXR (denoted by I)
to obtain the estimated soft-tissue image. However, S = I−B cannot be satisfied
due to the sophisticated nonlinear post-processing used for raw imaging data.
Another work [10] first decomposes a standard CXR into a bone image and a
soft-tissue image using a DES dataset via cross projection tensor technique [14],
and then regards decomposed soft-tissue images as ground truth, ignoring the
differences between decomposed and real DES soft-tissue images.

To this end, we propose a bone Edge-guided GAN (EGAN) framework to
generate DES soft-tissue images from conventional CXRs. As illustrated in Fig. 2,
EGAN contains two major components: 1) bone edge detection, and 2) soft-tissue
image generation based on CXRs and real soft-tissue images in an adversarial
learning manner. The proposed EGAN does not require human intervention and
can explicitly use bone edge information to guide image synthesis. And the target
output (i.e., ground truth) in this work is real DES soft-tissue images rather than
substitute (e.g., decomposed) soft-tissue ones.

2 Materials and Method

2.1 Data and Image Pre-processing

DES Dataset . Our DES dataset contains 504 subjects, and each subject is
represented by a triplet, i.e., a CXR, a DES bone image, and a DES soft-tissue
image. These images were acquired by using a digital radiography (DR) machine
with a two-exposure DES unit (Discovery XR 656, GE Healthcare) at Nanfang
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Hospital, Guangzhou, China. Each image was stored in DICOM format with a
14-bit depth. The size of each image ranges from 1, 800×1, 800 to 2, 022×2, 022
pixels, and the spatial resolution ranges from 0.1931× 0.1931 mm2 to 0.1943 ×
0.1943 mm2.

Image Pre-processing . The pre-processing steps used in this work include
removing motion artifacts, normalization and generating target/ground-truth
output images. 1) Removing motion artifacts. A few motion artifacts usually
exist in DES soft-tissue and bone images due to cardiac motion and breath during
a two-exposure interval. To mitigate the effect of motion artifacts, we mask the
regions (see yellow dotted ellipse in Fig. 1) with motion artifacts out and exclude
them from the training samples as done in our previous work [10]. Specifically,
we find that the correlation coefficients between the gradients of DES soft-tissue
and bone images in the motion artifact regions are significantly higher than the
coefficients in the other regions. Therefore, the correlation coefficients between a
DES soft-tissue image and its corresponding DES bone image are computed and
thresholded to generate the masks of motion artifacts. 2) Normalization. Due to
different acquisition conditions and inter-subject variance, the overall intensity
and contrast differences exist in different CXR images. For normalization, we
first filter each conventional CXR by a Gaussian kernel with a large sigma (i.e.,
64 pixels) to get the base layer of CXR. Then, we subtract the base layer from
paired I and S and normalize them to have a mean of 0 and a variance of 1.
3) Generating ground-truth images. We subtract the normalized DES soft-tissue
image from its corresponding normalized standard CXR to obtain the residual
image R and treat this residual image as ground truth. With S = I − R satisfied,
the ground-truth image is linearly related to the real DES soft-tissue image. In
this way, the to-be-learned image synthesis model can generate a DES-like soft-
tissue image S∗ by subtracting the predicted residual image R∗ from the input
CXR I.

2.2 Proposed Method

As shown in Fig. 2, our EGAN contains two components: 1) a bone edge detector
to capture the edge information of ribs and clavicles in each input CXR image,
and 2) a GAN model to generate DES-like soft-tissue images.

Component 1: Bone Edge Detector . In our work, we manually delineate ribs
and clavicles of 82 CXRs from the used DES dataset. These 82 paired CXRs and
bone edge maps are used to learn a bone edge detector, with 73 pairs for training
and 9 pairs for test. We employ a classic network structure of FC-DenseNet [15]
(see top panel of Fig. 2) to detect the edges of ribs and clavicles in each input
CXR, where each dense block is an iterative concatenation of previous feature
maps in favor of feature reuse and deep supervision. In [15], three FC-DenseNets
with different layers were developed, i.e., FC-DenseNet103, FC-DenseNet63, and
FC-DenseNet56, respectively. Considering that only a limited number (i.e., 82)
of subjects are used for detecting bone edges, we employ the same architecture as
the most compact FC-DenseNet56 model. Given a trained FC-DenseNet model
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for detecting the edges of ribs and clavicles, we can obtain an edge probability
map for each CXR in our DES dataset.

Component 2: Edge-guided GAN . With the edge probability map as guid-
ance, we develop an edge-guided GAN to generate DES-like soft-tissue images,
consisting of a generator G and a discriminator D [16]. As shown in the bottom
panel of Fig. 2, the input is the channel-wise concatenation of a conventional
CXR scan and its corresponding estimated edge probability map, and the out-
put is the synthetic residual image R∗ (as well as the DES-like soft-tissue image
S∗ = I − R∗), while the ground truth is the real residual image R = I − S.

The generator G consists of an encoder, a decoder, and a series of residual
blocks that bridge the encoder and decoder. Specifically, the encoder includes
four convolution-normalization-ReLu layers (all with 32 channels) to extract fea-
tures of input images (i.e., I and E). The decoder consists of two deconvolution-
normalization-ReLu modules with a stride of 2, a convolution-normalization-
ReLu module with a stride of 1, and an output layer to produce a residual
image R in the target domain. As we know, a residual block can be expressed
in a general form: xl+1 = ReLu(xl + f(xl, wl)), where xl and xl+1 are input and
output of the l-th block, and f is a residual function. The identity shortcut con-
nections in each residual block can make information propagation smooth [17].
To balance the performance and convergence rate, we added a total of 7 resid-
ual blocks to bridge the encoder and decoder parts. Each residual block has
32-dimensional input and output feature maps.

Considering that the full size of each CXR is large, the image-level discrim-
inator that classifies the whole image to be real or fake need more parameters
than patch-level discriminator, and thus may be difficult to train. Here, we resort
to a patch-level discriminator D to classify the real DES soft-tissue images and
fake images from the generator. As shown in the bottom right of Fig. 2, this
discriminator inputs a pair of real and fake soft-tissue images and outputs a
probability map, where each element represents the probability that a specific
N × N patch in the input image is real. We use a similar architecture as [18],
including three convolution-normalization-ReLu modules with a stride of 2 and
a final convolution layer with a stride of 1.

Objective Function . Both reconstruction and adversarial loss are used in
EGAN. In the reconstruction loss, we minimize the l1 distance between the
synthesized residual image G(x) and the corresponding ground-truth one r in
both the intensity and gradient domains to encourage the consistency of G(x)
and r. Denote C as the set of channel-wise concatenation of CXRs and their
estimated edge probability maps. The reconstruction loss Lrec is defined as

Lrec = Ex∼p(C),r∼p(R)‖G(x) − r‖1 + Ex∼p(C),r∼p(R)‖ �1,G(x) − �1,r ‖1

+ Ex∼p(C),r∼p(R)‖ �2,G(x) − �2,r ‖1,
(1)

where x is the channel-wise concatenation of a CXR and its corresponding esti-
mated edge probability map, r is the target residual image, �1,G(x) and �2,G(x)

are the gradients of the predicted residual image in horizontal and vertical direc-
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tions, respectively, and �1,r and �2,r are the gradients of the ground-truth resid-
ual image. To generate visually realistic soft-tissue images, we also introduce an
adversarial loss Ladv defined as

Ladv = Ei∼p(I),x∼p(C) log (1 − D (i − G (x))) , (2)

where i is the input CXR in the set of CXRs (denoted as I). The adversarial
loss Ldis in the discriminator is be defined as

Ldis = Es∼p(S) log(1 − D(s)) + Ei∼p(I),x∼p(C) log (D (i − G(x))) , (3)

where s is the DES soft-tissue image (s = i − r) in the set of DES soft-tissue
images (denoted as S). The overall objective function of EGAN is formulated as

D∗ = arg minG Ldis, G∗ = arg minG Lrec + λLadv, (4)

where λ controls the relative contributions of different losses. In this work, the
adversarial loss encourages that local patches of the synthesized image should be
similar to the real one, and the l1-norm based reconstruction loss emphasizes the
global shape consistency. As mentioned above, to mitigate the effect of motion
artifacts on the prediction models, we mask the regions with motion artifacts
out and only compute the loss in the valid regions.

Implementation . Limited by GPU memory, we first train our edge detector
and then train the edge-guided GAN for image synthesis. When training the
GAN, we randomly crop each training image with the size of 1, 024×1, 024. The
generator and discriminator are trained in an iterative manner. To be specific, we
first train the discriminator D with the generator G fixed for each batch. Then,
we train the generator with the discriminator D fixed. The GAN is trained
by mini-batches with the size of 4. We used Adam as the optimizer to train the
model with a learning rate of 10−4. The hyper-parameter λ in Eq. 4 that controls
the relative contributions of different loss terms is empirically set as 0.1. Our
EGAN is implemented in Tensorflow. It takes about 24 h to train EGAN on a
workstation equipped with a GPU (TITAN X, 12G).

3 Experiments

Experimental Setup. For all 504 subjects in our DES dataset, we first treat
82 subjects (with manual delineation for ribs and clavicles) as training data,
to make sure that these subjects will never be used in the test stage. We then
randomly partition the remaining 422 subjects into three subsets. Finally, we
partition our DES dataset into 80% for training, 10% for validation and 10% for
test. Two public datasets (i.e. JSRT [19] and NIH ChestXray 14 [20]) are used
as independent test sets to evaluate inter-dataset generalization of EGAN.

We compare our EGAN with two typical networks for image synthesis, includ-
ing 1) a convolutional neural network (CNN) with only a generator, and 2) a
GAN with a generator and a discriminator. For a fair comparison, CNN shares
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Table 1. Performance of three different methods on the DES dataset. Metrics marked
as “-R” and “-S” denote that they are used to evaluate the image quality of synthetic
residual images and synthetic soft-tissue images, respectively.

Method RMAE-R (%) PSNR-S SSIM-S (%) BSR (%)

CNN 4.36 ± 0.82 37.80 ± 1.60 97.00 ± 1.00 79.40 ± 6.40

GAN 4.17 ± 0.80 38.20 ± 1.60 97.20 ± 1.10 81.40 ± 5.80

EGAN (Ours) 4.00 ± 0.77 38.50 ± 1.60 97.50 ± 1.00 82.70 ± 5.70

the same generator as our EGAN, and GAN shares the same generator and dis-
criminator as EGAN (see Fig. 2). Note that our EGAN can employ the bone
edge information (captured by an edge detector) to guide the image synthesis
process, while CNN and GAN cannot take advantage of such edge information.

Two groups of experiments are performed in this work. In the first group,
we evaluate different methods on the DES dataset and quantitatively evaluate
their performance in synthesizing soft-tissue and residual images. Four metrics
are used to measure the quality of those synthetic images, including 1) relative
mean absolute error (RMAE), 2) peak signal-to-noise ratio (PSNR), 3) structural
similarity index (SSIM), and 4) bone suppression ratio (BSR). In the second
group, we evaluate the inter-dataset generalization capability of our EGAN for
bone suppression, with the model trained on our DES dataset and test on the
independent JSRT and NIH ChestXray 14 datasets. Since ground-truth DES
soft-tissue images are not available for subjects in JSRT and NIH ChestXray 14,
we only visually evaluate those generated images in this group of experiments.

Evaluation of Synthetic Images on DES Dataset . The quantitative results
for evaluating synthetic residual and soft-tissue images generated by three meth-
ods are summarized in Table 1. We also visually show the synthetic images
yielded by three methods and the corresponding target images in Fig. 3. From
Table 1, we can see that our EGAN is generally superior to two competing meth-
ods regarding four evaluation metrics. For instance, our EGAN yields the BSR
value of 82.70%, which is 1.3% higher than the second-best result (i.e., 81.40% of
GAN). As can be seen from the enlarged area with motion artifacts (denoted as
squares) in Fig. 3, the bone components in synthetic residual images generated
by EGAN look visually clearer than those produced by CNN and GAN, espe-
cially at the rib edges, indicating that the bone components in the corresponding
synthetic soft-tissue image are suppressed more thoroughly.

Evaluation of Cross-Dataset Generalization Capability . We further
apply EGAN to synthesize soft-tissue images from CXRs acquired by using dif-
ferent types of X-ray machines in the JSRT and NIH ChestXray 14 datasets.
Note that EGAN is trained on our DES dataset and directly applied to these
two independent datasets. The visual results are shown in Fig. 4, from which one
can see that the bone components in CXRs were significantly suppressed in our
generated soft-tissue images and the intensity contrast of these synthetic images
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Fig. 3. Illustration of synthetic DES-like soft-tissue images (1st row) and residual
images (2nd row) generated by three methods, as well as the corresponding target
images in our DES dataset. Enlarged boxes locate the areas with motion artifacts.

Fig. 4. Results of cross-dataset image synthesis. The 1st row shows the original CXRs
from our test set, the JSRT dataset, and the NIH ChestXray 14 dataset. The 2nd row
shows their corresponding DES-like soft-tissue images generated by our EGAN.

is close to their corresponding CXRs. Note that all images in Fig. 4 are recov-
ered from their original intensity ranges. This implies that EGAN can handle
different types of CXRs by providing visually appealing soft-tissue images.

4 Conclusion and Future Work

In this paper, we have presented a bone edge-guided GAN (EGAN) method to
generate DES-like soft-tissue images from standard CXRs. Specifically, an edge
detector is designed to detect bone edges in each CXR. With the estimated
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edge probability map as guidance, an edge-guided GAN model is developed to
generate residual images and DES-like soft-tissue images. Experimental results
on both our collected dataset and two independent datasets demonstrate that
EGAN can generate reasonable soft-tissue images and also have good inter-
dataset generalization. Due to the limitation of GPU memory, we currently train
the edge detector and the edge-guided GAN model separately, which may lead
to sub-optimal performance. It is interesting to integrate these two tasks into a
unified framework by designing a more feasible strategy to effectively fuse edge
information into the process of image synthesis, which will be our future work.
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ribcage suppression for improved detection of lung lesions. Periodica Polytechnica
Electr. Eng. 57(1), 19 (2013)

2. von Berg, J., et al.: A novel bone suppression method that improves lung nodule
detection. Int. J. Comput. Assist. Radiol. Surg. 11(4), 641–655 (2015). https://
doi.org/10.1007/s11548-015-1278-y

3. Baltruschat, I.M., et al.: When does bone suppression and lung field segmentation
improve chest X-ray disease classification? ISB I, 1362–1366 (2019)

4. Zarshenas, A., Liu, J., Forti, P., Suzuki, K.: Separation of bones from soft tissue
in chest radiographs: anatomy-specific orientation-frequency-specific deep neural
network convolution. Med. Phys. 46(5), 2232–2242 (2019)

5. Hogeweg, L., Sánchez, C.I., van Ginneken, B.: Suppression of translucent elongated
structures: applications in chest radiography. IEEE Trans. Med. Imaging 32(11),
2099–2113 (2013)

6. Lee, J.S., Wang, J.W., Wu, H.H., Yuan, M.Z.: A nonparametric-based rib sup-
pression method for chest radiographs. Comput. Math. Appl. 64(5), 1390–1399
(2012)

7. Rasheed, T., Ahmed, B., Khan, M.A., Bettayeb, M., Lee, S., Kim, T.S.: RiB sup-
pression in frontal chest radiographs: a blind source separation approach. In: Inter-
national Symposium on Signal Processing and its Applications, pp. 1–4 (2007)

8. Loog, M., van Ginneken, B., Schilham, A.M.: Filter learning: application to sup-
pression of bony structures from chest radiographs. Med. Image Anal. 10(6), 826–
840 (2006)

9. Chen, S., Suzuki, K.: Separation of bones from chest radiographs by means of
anatomically specific multiple massive-training ANNs combined with total varia-
tion minimization smoothing. IEEE Trans. Med. Imaging 33(2), 246–257 (2013)

10. Yang, W., et al.: Cascade of multi-scale convolutional neural networks for bone
suppression of chest radiographs in gradient domain. Med. Image Anal. 35, 421–
433 (2017)

https://doi.org/10.1007/s11548-015-1278-y
https://doi.org/10.1007/s11548-015-1278-y


Generating DES Soft-Tissue Images from Chest Radiographs 687

11. Zhou, B., Lin, X., Eck, B., Hou, J., Wilson, D.: Generation of virtual dual energy
images from standard single-shot radiographs using multi-scale and conditional
adversarial network. In: ACCV, pp. 298–313 (2018)

12. Oh, D.Y., Yun, I.D.: Learning bone suppression from dual energy chest X-rays
using adversarial networks. arXiv preprint arXiv:1811.02628 (2018)

13. Eslami, M., Tabarestani, S., Albarqouni, S., Adeli, E., Navab, N., Adjouadi, M.:
Image-to-images translation for multi-task organ segmentation and bone suppres-
sion in chest X-ray radiography. arXiv preprint arXiv:1906.10089 (2019)

14. Agrawal, A., Raskar, R., Chellappa, R.: Edge suppression by gradient field trans-
formation using cross-projection tensors. In: CVPR, pp. 2301–2308 (2006)

15. Jégou, S., Drozdzal, M., Vazquez, D., Romero, A., Bengio, Y.: The one hundred lay-
ers tiramisu: fully convolutional DenseNets for semantic segmentation. In: CVPR
Workshops, pp. 11–19 (2017)

16. Pan, Y., Liu, M., Lian, C., Zhou, T., Xia, Y., Shen, D.: Synthesizing missing PET
from MRI with cycle-consistent generative adversarial networks for Alzheimer’s
disease diagnosis. In: Frangi, A.F., Schnabel, J.A., Davatzikos, C., Alberola-López,
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