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Abstract. Deep learning has demonstrated its superiority in automated
identification of brain dementia based on neuroimaging data, such as
structural MRIs. Previous methods typically assume that multi-site data
are sampled from the same distribution. Such an assumption may not
hold in practice due to the data heterogeneity caused by different scan-
ning parameters and subject populations in multiple imaging sites. Even
though several deep domain adaptation methods have been proposed to
mitigate data heterogeneity between sites, they usually require a por-
tion of labeled target data for model training, and rarely consider the
potentially different contributions of different brain regions to disease
prognosis. To address these limitations, we propose an attention-guided
deep domain adaptation (AD2A) framework for brain dementia prog-
nosis, which does not need label information of the target domain and
can automatically identify discriminative locations in whole-brain MR
images. The proposed AD2A framework consists of three key compo-
nents: 1) a feature encoding module for representation learning of input
MR images, 2) an attention discovery module for automatically locating
dementia-related discriminative regions in brain MRIs, and 3) a domain
transfer module with adversarial learning for knowledge transfer between
the source and target domains. Extensive experiments have been con-
ducted on three benchmark neuroimaging datasets, with results suggest-
ing the effectiveness of our method in both tasks of brain dementia iden-
tification and disease progression prediction.

1 Introduction

Structural magnetic resonance imaging (MRI) data acquired from multiple imag-
ing sites have been widely used in the automated prognosis of brain dementia,
such as Alzheimer’s disease (AD) and its early stage, i.e., Mild Cognitive Impair-
ment (MCI) [1–5]. Deep learning has recently demonstrated its superiority over
conventional machine learning methods in neuroimaging-based prognosis of brain
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Fig. 1. Illustration of our attention-guided deep domain adaptation (AD2A) framework
for MRI-based disease identification.

dementia [5,6]. Previous studies typically assume that multi-site neuroimaging
data are sampled from the same distribution [5–7], while such an assumption is
too strong and may not hold in practice due to the data heterogeneity caused
by different scanning parameters and subject populations in multiple sites.

To tackle the challenge of data heterogeneity in multi-domain neuroimag-
ing data, several machine-learning-based domain adaptation methods have been
proposed to minimize domain boundaries [8]. They often use shallow models
that are trained using hand-crafted MRI features. To leverage more descriptive
features, deep learning models, such as convolutional neural networks (CNNs),
have been introduced to enhance the transferability of learned models between
the source and target domains [9] and to handle inter-domain classification of
brain dementia [10]. However, the existing methods often suffer from the follow-
ing limitations. 1) Many of them need a part of labeled target data for model
training, which limits their applications to unsupervised scenarios without any
labeled target data. 2) They rarely explore the potentially different contributions
of different brain regions in brain MR images to build robust prognostic models.

To this end, we propose an attention-guided deep domain adaptation (AD2A)
model for brain dementia prognosis. As shown in Fig. 1, the proposed AD2A con-
sists of three key components: 1) a feature encoding module that extracts feature
representations of the input MR images in both source and target domains, 2) an
attention discovery module that discovers disease-related regions in MRIs, and
3) a domain transfer module with adversarial learning for knowledge transfer
between the source and target domains. The major contributions of this work
is two-fold. First, our proposed model is unsupervised, without requiring any
labeled data in the target domain. Besides, we explicitly incorporate discrimi-
native region localization into the domain adaptation process, which will help
reduce the negative influence of those uninformative brain regions for prognosis.
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2 Methodology

2.1 Problem Definition

We study the problem of unsupervised domain adaptation for MRI-based brain
dementia prediction. Let X × Y denote the joint space of samples and their cor-
responding class labels. A source domain S and a to-be-analyzed target domain
T are defined on the joint space, with unknown and different distributions P and
Q (P �= Q) respectively. Suppose we have ns samples (subjects) with class labels
in the source domain, i.e., DS = {(xS

i , yS
i )}ns

i=1, and nt samples in the target
domain without class labels, i.e., DT = {(xT

j )}nt
j=1. We assume the two domains

share the same set of class labels. Then the goal is to design a learning model
that can precisely estimate the labels of subjects in the target domain, and such
a model is constructed based on labeled samples in the source domain.

2.2 Proposed Attention-Guided Deep Domain Adaptation (AD2A)

Feature Encoding. We exploit a convolutional neural network as the backbone
to extract features of brain MR images in the source and target domains. As
shown in Fig. 1, the backbone network in the proposed AD2A contains ten 3×3×3
convolution (Conv) layers. The numbers of channels for these sequential layers
are 8, 8, 16, 16, 32, 32, 64, 64, 128, and 128, respectively. All of the Conv layers
are followed by batch normalization operation and rectified linear unit (ReLU).
To reduce over-fitting, down-sampling operations with the stride of 2× 2× 2 are
added in the Conv2, Conv4, Conv6, Conv8 and Conv10, respectively.

Dementia Attention Discovery. It has been revealed that dementia dis-
eases are relevant with certain brain regions [11–13]. Accordingly, we design
a trainable dementia attention module to automatically identify brain regions
that are related to subject-specific dementia status in brain MR images. Fea-
ture map generated from the feature extraction network is fed into the atten-
tion block. Denote the input feature map as M = [M1, · · · ,MC ], where
Mi ∈ R

H×W×D(i = 1, 2, ..., C) represents the feature map at the ith channel,
and C denotes the number of channels. We then perform cross-channel average
pooling and max pooling on M to generate two feature maps, i.e., Mavg and
Mmax, respectively. These two feature maps are then concatenated, followed
by a Conv layer (with one 3D Conv filter) to produce a spatial map. Finally
we apply the sigmoid function as the nonlinear activation to compute the final
attention map A. Mathematically, the dementia attention map is calculated as:

A = σ(f3×3×3([Mmax,Mavg])) (1)

where σ is the sigmoid function and f3×3×3 represents a convolution operator
with a 3×3×3 kernel. The sigmoid function is used to enforce each point in the
generated attention map is between 0 and 1 which can play a role of weighting,
i.e., disease-related areas will have higher weights than other areas. Our attention
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module uses both category labels and domain labels as supervision for training
(see Fig. 1). This is different from previous deep learning-based ones [14] that are
trained with only category labels as supervision. Therefore, our attention module
can highlight discriminative regions across different domains, while others can
only focus on a single domain.

Domain Transfer via Adversarial Learning. For unsupervised domain
adaptation, due to the distribution difference between the source and target data,
a model well-trained on a source domain may have poor robustness when applied
to the target domain. Our goal is to construct a robust model (based on labeled
source data) for the target domain. To this end, we introduce a domain transfer
module based on adversarial learning to make a trade-off between classification
performance and the generalization ability of the learning model. Specifically,
the proposed module contains a category classifier and a domain discrimina-
tor/classifier, which are co-trained during the process of model learning. The cat-
egory classifier is developed for disease identification, while the domain discrim-
inator tells whether an input sample is from the source/target domain. Through
co-training, these two classifiers encourage the model to not only achieve good
classification performance for source data but also learn domain-invariant MRI
features for both domains, thus improving the robustness of the learned model
when applied to the target domain.

Category Classifier : The category classifier CS is used to predict the labels
of input samples. Since no label information is available for the target data,
only labeled source data are used for training this classifier. With the features
generated by the feature extractor network as input, two fully-connected layer
with 32 and 2 units are used in the category classifier. The cross-entropy loss is
used in CS as:

L(CS ,XS ,yS) =
1

ns

ns∑

i=1

L(CS(xS
i ), yS

i ), (2)

where L(·) denotes the cross-entropy loss.
Domain Discriminator : The domain discriminator CD is used to distin-

guish features from different domains. It actually serves as a player (another
one is the feature encoding module) in a minmax game, i.e., adversarial learn-
ing. Through trying to maximize the loss of the domain classifier, the feature
encoding module is encouraged to learn domain-invariant MRI features for both
source and target data. We add two fully-connected layers with 32 and 2 units
in the domain discriminator. For input source and target samples, we form a
training batch {(x1, y

D
1 ), (x2, y

D
2 ), · · · , (xN , yD

N )} with N samples, where yD
i = 1

indicates that xi comes from the source domain and yD
i = 0 denotes that xi is

from the target domain. Equal numbers of training samples from both source
domain and target domain are selected without bias towards either of them. The
domain discriminator is learned by minimizing the cross-entropy loss as:

L(CD,XD,yD) =
1

N

N∑

j=1

L(CD(xj), y
D
j ), (3)
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where L(·) denotes the cross-entropy loss and yD
i is the domain label.

Since the final goal is to learn domain-invariant features across the source
and target domain, the task can be performed by learning a model that is able
to predict labels correctly without any domain cues. This can be achieved by
jointly minimizing the category classification loss in Eq. 2 and maximizing the
domain classification loss in Eq. 3 as:

Ltotal = L(CS ,X
S

,y
S
) − αL(CD,X

D
,y

D
), (4)

where α is used to control the contribution of the domain classification loss.
This optimization of Eq. 4 can be solved by standard stochastic gradient descent
(SGD). Since the parameters of the feature extraction network are jointly deter-
mined by the back-propagation of category classifier and domain discriminator,
following [15], we add a self-defined gradient reversal layer to transmit negative
gradient variations by the domain discriminator, as shown in Fig. 1.

Implementation. The proposed model was implemented in PyTorch. The net-
work was trained for 100 epochs. The Adam optimizer was used with a learning
rate of 1×10−4 and a batch size of 2. To prevent over-fitting, a dropout operation
with a rate of 0.5 was used. The parameter α in Eq. 4 was empirically set to 0.01.
Training was divided to two stages. Firstly, the feature encoding and attention
discovery modules were pre-trained with the category classifier via Eq. 2. Then
they were fine-tuned and co-trained with both the domain discriminator and
category classifier via Eq. 4.

3 Experiments

Materials and MR Image Pre-processing. Three benchmark datasets are
used for evaluation, i.e., Alzheimer’s Disease Neuroimaging Initiative (ADNI-
1) [16], ADNI-2, and Australian Imaging Biomarkers and Lifestyle Sudy of Aging
database (AIBL) [17]. Subjects that appear in both ADNI-1 and ADNI-2 are
removed from ADNI-2 for independent evaluation. ADNI-1 contains 1.5T T1-
weighted structural MRIs acquired from 748 subjets, including 205 AD, 231 cog-
nitively normal (CN), 165 progressive MCI (pMCI) and 147 stable MCI (sMCI)
subjects. ADNI-2 consists of 3.0T T1-weighted structural MRIs acquired from
708 subjects, including 162 AD, 205 CN, 88 pMCI and 253 sMCI subjects. AIBL
contains MRIs acquired from 549 subjects, including 71 AD, 447 CN, 11 pMCI
and 20 sMCI subjects. All brain MRIs were pre-processed through a standard
pipeline, including skull stripping, intensity correction, and spatial normaliza-
tion. Finally, all MRIs were cropped and normalized to have the identical size of
181×217×181, under the requirement that all brain tissues should be completely
preserved without loss of any useful information.

Experimental Setup. Two groups of experiments were performed, including:
1) AD identification (i.e., AD vs. CN classification), and 2) MCI conversion
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Table 1. Results of five methods in the task of brain dementia identification (i.e., AD
vs. CN classification) in four different transfer learning settings.

Task (Source → Target) Method ACC (%) SEN (%) SPE (%) AUC (%)

ADNI-1 → ADNI-2 TCA 74.14 54.72 88.55 80.57

SA 74.44 62.26 84.08 80.21

GFK 63.06 53.46 70.65 69.18

DANN 87.14 75.68 90.61 90.81

AD2A (Ours) 89.10 81.48 95.12 93.35

ADNI-2 → ADNI-1 TCA 73.60 66.83 79.48 80.59

SA 73.36 59.30 85.59 80.17

GFK 62.15 49.25 73.36 65.03

DANN 84.03 76.19 85.73 89.24

AD2A (Ours) 87.39 86.83 87.88 91.01

ADNI-1 → AIBL TCA 68.38 31.65 77.20 50.95

SA 69.61 36.58 79.94 51.34

GFK 59.80 46.27 35.44 56.53

DANN 86.55 73.24 90.00 90.15

AD2A (Ours) 88.30 84.51 91.00 92.50

ADNI-1+ADNI-2 → AIBL TCA 69.36 28.99 77.51 51.68

SA 74.02 26.46 85.84 52.33

GFK 63.73 34.18 70.82 50.49

DANN 88.89 80.32 92.00 93.12

AD2A (Ours) 90.06 81.69 96.00 95.16

prediction (i.e., pMCI vs. sMCI classification). For AD identification, we consid-
ered four transfer learning settings: 1) “ANDI-1→ADNI-2” (with ADNI-1 as the
source domain and ADNI-2 as the target domain), 2) “ANDI-2→ADNI-1”, 3)
“ANDI-1→AIBL”, and 4) “ADNI-1+ADNI-2 → AIBL” (with the combination
of ADNI-1 and ADNI-2 as the source domain and AIBL as the target domain).
Since AIBL has too few MCI subjects which are not sufficient to train a good
network, for MCI conversion prediction, we only considered two transfer learning
settings: 1) “ANDI-1→ADNI-2”, and 2) “ANDI-2→ADNI-1”. Four metrics were
used, i.e., classification accuracy (ACC), sensitivity (SEN), specificity (SPE),
and area under receiver operating characteristic curve (AUC).

We compared our AD2A with 3 conventional methods using hand-crafted
features (i.e., gray matter volumes of 90 regions defined in the AAL template),
including 1) Transfer Component Analysis (TCA) [18], 2) Subspace Alignment
(SA) [19], and 3) Geodesic Flow Kernel [20], as well as 4) the state-of-the-
art Domain-Adversarial Training of Neural Network (DANN) [15]. For the
three conventional methods, logistic regression was used as the classifier. Default
parameters in their respective papers are used in the competing methods.
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Table 2. Results of five methods in the task of MCI conversion prediction (i.e., pMCI
vs. sMCI classification) in two different transfer learning settings.

Task (Source → Target) Method ACC (%) SEN (%) SPE (%) AUC (%)

ADNI-1 → ADNI-2 TCA 70.76 36.84 76.15 62.85

SA 66.06 28.95 71.97 57.81

GFK 69.68 34.21 75.31 55.75

DANN 74.78 51.55 81.22 75.32

AD2A (Ours) 77.42 52.27 86.17 78.20

ADNI-2 → ADNI-1 TCA 58.27 53.89 61.50 60.01

SA 58.78 58.68 58.85 59.88

GFK 53.94 44.31 61.06 50.88

DANN 67.31 58.18 73.55 66.32

AD2A (Ours) 68.91 64.24 74.15 69.51

Evaluation of Disease Identification. Results achieved by different methods
in the task of dementia identification are reported in Table 1. From Table 1, we
have the following two observations. First, the proposed AD2A achieves consis-
tently better performance than the conventional and deep learning methods in
four transfer learning settings. Second, our AD2A yields overall better results
in the setting of “ADNI-1+ADNI-2 → AIBL” than “ADNI-1 → AIBL”. This
indicates that using more diverse data in the source domain may improve the
robustness of the learned models when applied to the unlabeled target domain. In
addition, we have performed an experiment on the merged ADNI-1 and ANDI-2
data (with 20% for test, 10% for validation, and 70% for training), and recorded
AUCs of 5 methods in AD vs. CN classification (Ours: 94.33%, TCA: 82.24%,
SA: 83.09%; GFK: 78.60%; DANN: 91.82%).

Evaluation of Disease Progression Prediction. Results achieved by differ-
ent methods in MCI convert prediction are reported in Table 2. As can be seen
from Table 2, the performance of five methods in “ADNI-2 → ADNI-1” is usually
worse than “ADNI-1 → ADNI-2”. This should be caused by data imbalance in
pMCI and sMCI subjects in ADNI-2. Besides, results in Tables 1–2 indicate that
it is more challenging to accurately predict the conversion of MCI subjects than
AD identification. Nevertheless, our AD2A still outperforms the other methods.

Ablation Study. To evaluate the effectiveness of two major components (i.e.,
attention discovery and domain discriminator), we compare AD2A with its three
variants: 1) ADN with only the feature encoding (FE) module and the category
classifier; 2) ADN-T with the FE module, attention discovery module, and the
category classifier; and 3) AD2A-S with the FE and domain transfer modules.
Note that ADN and ADN-T first train models on source data and then directly
apply the models to target data (i.e., without domain adaptation). The ACC
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results achieved by our AD2A and its three variants are shown in Fig. 2, from
which we can see that the attention component can improve the transferability
of the classification system. Second, the domain adaptation module can further
improve the performance for transfer classification. This can be explained by
that it is able to learn domain-invariant features that reflect import locations of
the brain for disease identification.
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Fig. 2. Ablation study for verifying the effectiveness of different components in AD2A.

Contribution of Domain Discriminator. To study the contribution of the
proposed domain discriminator in AD2A, we vary the value of α in Eq. 4 within
the range of [0, 0.01, 0.02, 0.05, 0.1, 0.2, 0.5, 1], and report the AUC values of
AD2A. The experimental results of AD2A with different values of α in MCI con-
version prediction in the setting of “ADNI-1 → ADNI-2” are reported in Fig. 3,
from which one can observe that AD2A yields good results when α ∈ [0.01, 0.05].
This suggests that the domain discriminator has a useful supplementary effect
on AD2A in MCI conversion prediction.
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Fig. 3. Impact of the parameter α

Learned Attention Maps. We fur-
ther visualize the attention maps gen-
erated by our AD2A for four typi-
cal subjects in Fig. 4. It can be seen
that the most discriminative regions
(denoted by red) mainly locate in the
hippocampus [12] and ventricles [13],
as well as the midbrain area (e.g., ven-
tral tegmental area) in the brain stem,
which is consistent with the more
recent research [21,22]. This demon-
strates that reserving the brain stem
in MRI pre-processing is beneficial for
intelligence identification of brain dis-
eases. Besides, we can observe that the discriminative regions of AD are more
distinct on average than the regions of MCI (i.e., pMCI and sMCI). Considering
that the structural changes caused by AD are easier to detect than MCI, these
results suggests that the attention maps learned by our AD2A are reasonable. An
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CN (RID: 941_S_4255) AD (RID: 135_S_5275) sMCI (RID: 941_S_2060) pMCI (RID: 137_S_4596)

Fig. 4. Attention maps generated by our AD2A for 4 typical subjects from ADNI-2.
The red and blue denote the high and low discriminative capability of brain regions in
disease identification, respectively. (Color figure online)

expert in our group with experience in diagnosis and treatment of Alzheimer’s
disease confirmed the rationality of attention maps generated by our model.

4 Conclusion

In this paper, we have proposed an attention-guided deep domain adaptation
model to tackle the problem of inter-domain heterogeneity for brain dementia
identification. Experimental results have offered the community some useful find-
ings. The most important one is that attention-guided domain adaptation can
more effectively learn domain-sharing and disease-associated features in brain
MR images, thus greatly improve the transferability of machine learning models
for neuroimaging analysis.
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